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Bayesian truth serum (BTS) is a scoring instrument

» rewards truthful reporting of private opinions or judgments
 identifies experts, whose answers have ‘special status’
» designed for situations where objective truth is beyond reach

» exploits the fact that a personal opinion is a signal about the opinions of others
(the relationship between knowledge and meta-knowledge)

e analyzed under ideal conditions (rational experts, game theory)

e Distinction 1: Publicly verifiable and non-verifiable events (claims)

e Distinction 2: Rewarding individual truthfulness (“incentive compatibility”)

and assessing collective truth
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Sir Martin Rees, a modern Cassandra

DL FaNLAL,
CENTURY
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From the BBC:

“In an eloquent and tightly argued book,
QOur Final Century, Sir Martin ponders the

threats which face, or could face,
humankind during the 21st Century.
Among these, he includes natural events,
such as super-eruptions and asteroid
impacts, and man-made disasters like
engineered viruses, nuclear terrorism and
even a take-over by super-intelligent
machines.”

His assessment is a sobering one:

‘l think the odds are no better than
50/50 that our present civilisation will
survive to the end of the present
century.’"



problem of truthfulness and truth

The truthfulness problem is to give the Cassandra a reason — a

financial or reputational incentive, to voice opinions that will be
greeted with disbelief.

The truth problem is to confirm that the Cassandra 1s genuine —

that her judgment should overrule the opinions of the majority.
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If judgments are verifiable
then we can use prediction markets

Examples of verifiable claims:

business forecasts
medical forecasts
sports forecasts
weather forecasts
scientific predictions
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iIntrade: prices of Gore nominated contract
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Source: www.intrade.com, The Prediction Market ®
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Fundamental limitation of prediction markets:
They must be linked to an exact public event

Foresight Exchange Bush04 wager definition:
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Fundamental limitation of prediction markets:
They must be linked to an exact public event

Foresight Exchange Bush04 wager definition:

This claim will be TRUE even if elections are postponed or G.W.
Bush remains in power by staging a coup.

If there are events which make it confusing who the U.S. president
is, as of 2005-02-01, this claim is true if G.W. Bush is leading a
sovereign government in at least part of the territory of the Unites
States of America (as of 2001-01-01) that has recognition of at least
one of the U.N. Security Council permanent members (Britain,
France, China and Russia) other than the United States.
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The Foresight Exchange Prediction Market
http://www.ideosphere.com/

Top 10 Claims by Transaction Volume in the Last 7 Days

Rank Volume % Symbol Bid/Ask/Last Short Description
1 2581 47.5% Gas$3 14/ 15/ 13 US gasoline prices reach $3.00
2 1018 18.7% MJO6 62/ 67/ 62 Michael Jackson found guillty
3 285 5.2% HRCO08 18/ 19/ 18 Hillary Clinton US Pres by2009
4 202 3.7% 172007 97/ 98/ 98 TrueonJan 1 2007
5 160 2.9% Marbrgl6/ 23/ 17 Marburg kills 1000 within year
6 116 2.1% CFsn 15/ 16/ 15 Cold Fusion
7 114 2.1% Immo 28/ 30/ 29 Immortality by 2050
8 100 1.8% Tran 46/ 47/ 46 Machine Translation by 2015
9 100 1.8% Trade948/ 50/ 50 trade deficit in 2009
10 95 1.7% UK0O50565/ 69/ 70 Labor MP's in UK parliament
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But what about actual guilt?

Top 10 Claims by Transaction Volume in the Last 7 Days

Rank Volume % Symbol Bid/Ask/Last Short Description
1 2581 47.5% Cas$3 14/ 15/ 13 US i : h $3.00

2 1018 18.7% MJO6 62/ 67/ 62 Michael Jackson found quillty
285 5.2% HRCO8 18/ 19/ 18 Hillary Clinton US Pres by2009
202 3.7% T2007 97/ 98/ 98 TrueonjJan 12007

160 2.9% Marbrgl6/ 23/ 17 Marburg kills 1000 within year
116 2.1% CFsn 15/ 16/ 15 Cold Fusion

114 2.1% Immo 28/ 30/ 29 Immortality by 2050

100 1.8% Tran 46/ 47/ 46 Machine Translation by 2015
100 1.8% Trade948/ 50/ 50 trade deficit in 2009

95 1.7% UK050565/ 69/ 70 Labor MP's in UK parliament

-
OLQOO\IOU'I-PUU
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Markets cannot be defined for nonverifiable claims

Examples of verifiable claims: Examples of nonverifiable claims:
business forecasts historical interpretations
medical forecasts actual guilt or innocence
sports forecasts remote future forecasts
weather forecasts artistic judgments
scientific predictions cultural interpretations
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BTS is designed for non-verifiable content
It works at the level of one question

(1) The best current estimate of the temperature change by 2100 is (check one):
_ =2°C<___=4°C<__=6°C<__=8C< ___
(i1) On current evidence, the probability that Fermat would have been able to

prove Fermat’s Theorem is (check one):

<.000001 < <001 <1 < S<

(i11) Have you had more than twenty sexual partners over the past year?
(Yes / No)
(iv) Which wine would you take as a before-dinner drink?

(Red / White)
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How it works...
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How it works...

Ask each respondent r for dual reports:

(1) an endorsement of an answer to an m-multiple-choice question

x, € {0,1} indicates whether respondent r has endorsed answer k € {1,....m}

(2) a prediction (y,’,..,y,") of the sample distribution of endorsements
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Then calculate BTS scores

* The score is defined relative to the reported sample averages:

xx = fraction endorsing answer k

V¢ = geometric average of endorsement predictions for answer k

* The total BTS score for person r, for endorsement (x,’,.., x, ") and
prediction (y,,..,y,"):

BTS score = Information score + Prediction score

. m . f m _ yr
u' = Exk log=* + Exklog—k
k=1 Yk k=1 k
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The Information score measures whether an
answer is surprisingly common

* The score is defined relative to the reported sample averages:

xx = fraction endorsing answer k

Yk

e The total BTS score for person r, for endorsementnd

prediction (y,,..,y,"):

geometric average of endorsement predictions for answer k

BTS score = Information score + Prediction score

m yr

r — k
u = X Exk lOg_—
k=1 Xk

m
k=1
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The prediction score measures prediction accuracy
(and equals zero for a perfect prediction)

* The score is defined relative to the reported sample averages:

xx = fraction endorsing answer k

Yk

* The total BTS scare for person r, for endorsement (x,’,.., x, ") and
predictio aw

BTS score = Information score + Prediction score

X, logﬁ + Efk 1
Vi k=1

Y
Xk

geometric average of endorsement predictions for answer k

m
r
u =
k=1
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THEOREM (in English)

In a large sample, everyone expects their truthful
answer to be the most surprisingly common answer

Therefore, to maximize expected score
you must tell the truth
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Comparing BTS and prediction markets

e  Common characteristics:

— 1Incentive compatible (truthtelling is optimal)
— zero-sum (budget balance)

— non-democratic aggregation of information, favoring informed
participants (experts)

e Differences
— BTS 1s one-shot, markets are dynamic
— BTS i1s not restricted to verifiable events (claims)
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The underlying Bayesian model
(drawing from a bag containing balls of m different
colors, representing m possible answers)

e Relative frequency of opinions is an unknown vector, @ = (w,,.., ®, )

(This is the unknown mixture of balls in the bag)

* Everyone has the same prior probability distribution p(w) over possible
relative frequencies

e Person r gets a signal ¥ €{1,..,m} representing his opinion
(This 1s his drawing of one ball from the bag)

e A person r who holds opinion j treats this as a sample of one, yielding a
posterior distribution p(w | t"=j) on w, which is different for each ;.

* Conditional independence: p(t'=j, =kl w) = p(t'=jl w) p(t*'=k | w)
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A computational example
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Drawing a ball (with replacement)
from one of two possible bags
The bags are a priori equally likely

® ) 4 )
@ ® g @ 09
e 9O o0 o
O g
® 0g¢ R
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Prior expected frequencies

) a )
@ 9@, @ 09
e 9O o0 o
° 02 e° o

o, " e
E(X))
i = Blue 40
i = Red 15

| = Green 45
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Suppose that the ball you draw is Red

ps ) a )
@ 9@, @ @g¢
e 9O 0 o
® 02 L
o, @ e,

E(x) EF 1" =Red

i = Blue 40
i = Red 15
| = Green 45
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Posterior expected frequencies, given 1 Red draw

ps ) a )
@ 9@, @ @g¢
e 9O 0 o
® 02 L
o, @ e,

E(x) EF 1" =Red

i = Blue 40 .50
| = Red 15 17
| = Green 45 33
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A Red draw is a more favorable
signal for Blue than for Red

® N e N
@ @4 @ @9
e 9O o0 o
® 02 e° o
o, @ " e

E(x) EF 1" =Red

i = Blue @ @

I = Red 15 17
| = Green 45 33
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Computational validation of BTS theorem

o s N
@ ® g4 ®@ 09
e 9O 0 o
® ‘0 @ ®
J @ " 9
E(x) E(X |t =Red) E(log=-11" = Red)
Yi
i = Blue 40 S50
i =Red 15 17

| = Green 45 33
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Computational validation of BTS theorem

o s N
@ ® g4 ®@ 09
e 9O 0 o
® ‘0 @ ®
J @ " 9
E(x) E(X |t =Red) E(log=-11" = Red)
Yi
i = Blue 40 S50
i =Red 15 17

i = Green 45 .33 —.48
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Computational validation of BTS theorem

o - p\
@ ® g4 ®@ 09
e 9O 0 o
® ‘0 O ®
0/ S O 0/
E(x) E(X |t =Red) E(log=-11" = Red)
Yi
i = Blue 40 .50 —.06
i = Red 15 17

i = Green 45 .33 —.48
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Drawing Red provides stronger evidence for Blue
than for Red, but Red remains the optimal answer

N s N
@ 9@, @ 09
e 9O @0 o
® ‘0 @ ®
J @ " 9
E(x) E(X |t =Red) E(log=-11" = Red)
Yi
i = Blue 40 50 —-.06

i = Red 15 17
i = Green 45 .33 —48
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Is the Bayesian model realistic?
Imagine that your host offers a glass of
white or red wine before dinner...

Which would you take?
Estimate the % that would take white ...
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Your preference “wins” to the extent that it
IS more popular than collectively estimated

Best strategy is to state your true preference
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Typical estimates of the fraction that selects White

Estimates by those who Estimates by those who
personally prefer White personally prefer Red
75 % 30%
50 % 40 %
65% 20 %
76%
60%

average 63 % average 42 %
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Note the difference in average estimates...
This would be consistent with Bayesian updating+

Estimates by those who Estimates by those who
personally prefer White personally prefer Red
75 % 30%
S0 % 40 %
0% 20 %
76%
60%
average 63 % average 42 %
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The intuitive argument for m=2

Suppose this is the population
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and | happen to like Red
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This is my best estimate of the Red share
(e.g., 50%)
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Bayesian reasoning implies that someone who
likes White will estimate a smaller share for Red
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Bayesian reasoning implies that someone who
likes White will estimate a smaller share for Red
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The average predicted share for Red will fall
somewhere between these two estimates
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The average predicted share for Red will fall
somewhere between these two estimates
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Hence, if | like Red | should believe that
the share for Red will be underestimated
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Hence, if | like Red | should believe that
the share for Red will be underestimated

My Red share
estimate
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Hence, if | like Red | should believe that
the share for Red will be underestimated

My Red share My prediction of the
estimate average Red share
estimate
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or, that Red will be ‘suprisingly popular’

My Red share My prediction of the
estimate average Red share
estimate

o
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The argument holds even if | know that my
preferences are unusual

My Red share My prediction of the

estimate average Red share
estimate
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Proof strateqgy: Find an expression for expected
score that lets you apply Jensen’s inequality

If ¢ (w) # S(w), then f

¢ (w) log ¢ (w) do > f ¢ (w) log () dw
Q

Q
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Part |: Calculate (ex-post) information-score,
assuming true distribution is w
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Assuming actual distribution is w,
the information score for j will be:

S m

log ’y?: D Ey(tszkla))ZOg p(r'=jlw) }
1

i k= p(t'=jlr'=k)

log x; =log p(t'=j lw)

logy, = Z p(t’=k |lw) log E{x; It* = k}
k=1

m
= X p(t*=klo) log p(t'=j 11°=k)
k=1
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just a factor of 1

7- m _-
log U =S pts=klw)log LTV
Vi k2l p(t'=jt5=k)

— S S_ p(t'=jlw) | p(t°=k | w)
) kzzl p=klo)log sl =k 1)
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Conditional independence

. B
log = S pr5=klw)log P V)
i 2 p(t'=j115=k)

p(P=k lw) log P/ 1@)_pr’=kl0)
1 p([r:] |[S:k) p(ts=k |O())

E

k

("=, 5=k |w)
=k lw) |
PETKIONO8 ety plo=k o

E

(Conditional Ind.)
k
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Information score for j measures how much another
person’s beliefs about actual w are changed by
learning that someone else has opinion j

xp oo p(t'=j lw)
log - = p(t*=klw)log _
Vi k=i p(t'=jlr=k)

p(P=k lw) log P/ 1@)_pr’=kl0)
1 p([r:] |tS:k) p(ts=k |O())

E

k

p(E=k lw) log . PE = E=k1®)
1 ("= 115=k) p(5=k | )

|
NIE

(Conditional Ind.)
k

p(e=k |w) log PL@V 1= 1'=K),
| (! £=k)

I
M=

(Bayes' Rule)

~
I
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Part Il: Calculate ex-ante expected information-
score, conditional on giving answer j to opinion i

m

3. r—3 +5—
E{log¥ =i} = Do =) p(=k o) log P00 4
Yj k=1 p(w | #=k)

Q
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Part Il: Calculate ex-ante expected information-
score, conditional on giving answer j to opinion i

V— S—
Dl =i) p(F=k lw) log P10 4,
1 p(w | 5=k)

M=

E{log =i} =
Vj ;
Q

m r— 3 S— i 45—
— 2 p(t =1 IO()) p(a)) p(t —le()) lOg p(wl ! = J _k) d(U (Bayes' Rule)
P p(f'=i) p(w | 5=k)

Q
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Part Il: Calculate ex-ante expected information-
score, conditional on giving answer j to opinion i

V— S—
Dl =i) p(F=k lw) log P10 4,
1 p(w | 5=k)

M=

E{log =i} =
Vj ;
Q

m r—; S— i 45—
— 2 p(t =1 IO()) p(a)) p(t —le()) lOg p(wl ! _J’ t _k) d(U (Bayes' Rule)
k=1

p(f'=i) p(w | 5=k)
Q

m e s r—; $5—
- |y pUELEKIO) p@) g, POLISED G (conditional Tnd.)
k=1

(1= 1) & ) =)
Q
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This is the desired form: ¢ (w) log §(w) dw

maximized iff: ¢=¢&, i.e., j=i Q
X | o2 S s p(w! 17, 1°=k)
E{logyjlt—l}— kzzlp(wlt—l)p(ts—klw) log o] =) dw
Q

P p(f'=i) p(w | 5=k)

m e s r—; $5—
2 p'=i, '=klw) p(@) ; p@I15, 050, (conditional Ind.)

p('= i) & ) P

_ f ﬁ p(t'=ilw) p(w) P(ts=k|w) log p(wl t'5j, t5=k) do  (Bayes Rule)

-

Vr— S —
pe=k =i | pwtr=i,r=k)i0g P TF ) 40 (Bayes' Rule)
o (! F=k)

I
M s

k

1
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This is the desired form: f ¢ (w) log §(w) dw
maximized iff: ¢=¢&, i.e., j=i Q

doesn’t depend on j

-

m .
. p(wl t'5), t°=k) ,
= ) Dis=kk=i) f plolt"™=i,*=k)log dw (Bayes' Rule)
k=1 Q Dl
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Theorem 1 (Prelec, 2004)
Truthtelling is Bayes Nash Eq in a large sample

Collective truthtelling means that all answers and predictions are truthful, and
consistent with Bayes’ rule.

e Theorem 1A Truthtelling is a strict Bayesian Nash equilibrium in a
countably infinite sample.

e Theorem 1C A respondent’s BTS score in the truthtelling equilibrium
equals the log posterior probability she assigns to the actual distribution of
signals, w, plus a budget balancing constant:

u = logp(wlt)+ blw)
Hence, the difference between respondents’ scores is a log-likelihood ratio,

u—u*=logp(wlt)-logp(wlt).
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Comparing BTS and prediction markets

e  Common characteristics:

— 1Incentive compatible (truthtelling is optimal)
— zero-sum (budget balance)

— non-democratic aggregation of information, favoring informed
participants (experts)

e Differences
— BTS 1s one-shot, markets are dynamic
— BTS i1s not restricted to verifiable events (claims)
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BTS (Bayesian Truth Serum) Scoring

Your answers in this survey will be scored
with a new mathematical algorithm called
the Bayesian Truth Serum.

This algorithm was published in the journal

Science on October 14, 2004.

=

The algorithm scores both your personal
answers to each question, and your
percentage predictions about the answers
of others.

The maximum score is 800, just like on an
SAT or GRE test. The lowest score is 400.
The higher your score, the more chance you
have of getting the honus.

REPORTS

A Bayesan Truth Serum for ,..._...,_,. —l
Subjective Data o b e doks
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=== TO maximize your BTS score you should try to make sure that:

* your answers are authentic — that they accurately reflect
your true opinions and preferences

* your predictions are your best % estimates of how others

will answer.




What is the actual scoring formula?

The formula is related to the mathematical theory of information. Let ¥, be
the actual % that choose answer i out of m answers, and ¥, the geometric

average prediction of that %. Then, a person who chooses answer k and
predicts percentages y,,..,y,, gets a score of (4, B are optional constants):

t10e e+ ST 10 ﬁ]ux
,( 3 g e

! i

Do | need to understand the formula or how it works?

No. Understanding the formula does not provide any advantage. Itis a
mathematical theorem that no matter what your opinion, giving an honest
answer will maximize your expected score. That is all you need to know.

Is BTS a lie detector?

No. BTS cannot tell if any single answer is honest. However, honest
answers maximize your chance of getting a high BTS score.

This is exactly the same situation as with an SAT or GRE test.

With the SAT, your best strategy is to give answers that you believe are
correct. This way you achieve your personal maximum. If you answer
carelessly or choose incorrect answers on purpose, your score will go
down. But, a low score does not prove that a person is dishonest. They
simply might not know the correct answer.

With a BTS test, also, your best strategy is to give answers that accurately
reflect your opinions. This way you will achieve your personal maximum.
But, a low score does not prove that a person is dishonest.

What is the main difference between BTS and SAT-type scoring?
SAT scores reflect your aptitude and the effort you put in the test.
BTS scores reflect three things: (1) your self-knowledge, (2) your effort,
and (3) the statistical information value of your answers. BTS does not
have a predetermined “correct answer™ key. No one — including us! —
knows in advance which answers will get higher scores.

Does it matter whether my opinion is unusual?

No. The scoring is neutral, not biased for or against unusual answers. You
61 VIPSI June 7 2007 Opatija do not need to worry whether your answer is typical.




The logarithmic proper scoring rule
rewards truthful probability estimates

Expert’s true subjective probability of disaster = p
Expert announced probability of disaster =y

After the outcome is known, the expert receives a score:

K+ logy, if disaster

Score = | K + log (1-y), if no disaster

Elementary theorem:

Truthtelling (y=p) maximizes expected score, which is:

K+plogy+(1-p) log (1-y)
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Imagine that expert has true p = 90 %
and calculates expected value for all y:

K+ (.90)logy + (.10) log (1-y)
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Imagine that expert has true p = 90 %
and calculates expected value for all y:

K+ (.90)logy + (.10) log (1-y)

PS90 '
\
Expected , .

Score ',"' !
rd

0% 10% 20% 30% 40% 50% 60% 70% 80% 90% 100
%

Y = Reported probability of catastrophe by 2100
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Imagine that an expert has true p = 90 %
and calculates expected value for all y:

K+ (90)logy+ (.10) log (1T-y) Maxat y=p=.90

PS90 '
\
Expected , .

Score ',"' !
rd

0% 10% 20% 30% 40% 50% 60% 70% 80% 90% 100
%

Y = Reported probability of catastrophe by 2100
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FOr eacn proquct.

1. Indicate with an “X” how likely it is that you would buy the product sometime in the near future.
2. Estimate the % of women in this class who will mark each of the four answers to question 1 (the total across all 4 answers should be

100%).

3. Estimate the % of men in this class who will mark each of the four answers to question 1 (the total across all 4 answers should be 100%).

A. Portable Mini Cycle retail price $99.95

Portable Mini Cycle tightens and tones legs and arms with
adjustable resistance.

* Place this portable stationary bike on the floor and cycle to
strengthen legs as you add shape and definition.

» Or place it on a tabletop and operate with your hands for firming up
hard-to-tone muscles under upper arms.

» Turn the dial to adjust the resistance from a light workout to a
rigorous one.

* Built-in computer with LCD shows speed, workout distance, workout
time, total distance and estimated calories burned.

B. Motorized DVD Tower retail price $169.95

Store 80 DVD cases in a space-saving motorized organizer that
rotates 360° for quick, easy selection.

» Easy viewing at a comfortable, back-saving height.
 Ultra-bright LED lamp illuminates cases in a darkened room.
» Entire collection rotates 360° clockwise or counterclockwise.
» Occupies barely a square foot of floor space.

C. Rhythm Stix retail price $14.95

Always wanted a drum set? Get a pair of Rhythm Stix and you've
got a kit of percussive sounds!

» Switch on each drumstick and tap them on any hard surface to hear
the realistic sounds of a professional-style drum Kkit.

+ Built-in speakers blast out techno-tom-tom beats, crashing cymbals
and spectacular snare sounds.

» A brilliant blue LED illuminates each time the tip of a stick strikes.

* Press "Rhythm" to enjoy hip-hop music along with your ultra-cool
drumming.

What is your gender? @ M

Definitely
Buy

You
Women 5 %
Men 0 %

You
Women 0 %
Men 10 %

You

Women 5 %
Men 15 %

Probably
Probably Not
Buy Buy
X
16 o 45 o
2% 18 %
0 o 25 ¢
20 % 30 %
X
15 4 40 o«
20 % 50 %

Definitely
Not

Buy

35 ¢
80 %
X

75 o
40 <
20 o
15 %

Prelec and Weaver, 2006



Example: A bag contains Red and White balls in
unknown proportions, 1=Red, 2=White, o = (w;,w>)

20
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Uniform prior (all proportions equally likely)
Prior expected frequency of Red = 0.5

2110 || e ————— e
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==> Triangular posterior distribution of Red
conditional on drawing one Red ball

plw,)

plw, 1t =1)=

p(t, =1lw) p(w) 20

p(t, =1

1
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Posterior expected frequency = 0.67

2110 || ——— T

p(t, =1lw) p(w) _

p(t, =1

2w,

/ plo, 1t =1) =
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